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“To consult the statistician after an experiment is finished 
is often merely to ask him to conduct a post mortem examination. 

He can perhaps say what the experiment died of.” (1938)

Sir Ronald A. Fisher
(1890-1962) 
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Goal

To design an experiment that will produce meaningful, 
reproducible & defensible evidence.

We do not want 
to hope that good statistical analysis 
may be able to correct for defects 
after the fact.

Get it published… and cited.
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Why is planning an experiment important?

• To ensure that you can evaluate the effects that you have identified 
as important.

• Avoid problems that can occur during the execution of the 
experimental plan. 

• Because resources are limited…. 
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Outline - topics

• Biological question

• Variation

• Biological (organism – mouse, human) 

• Technical

• Conditions (Control vs. treatment)

• Independent sampling & replicates

• Pooling
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Define your biological question

Clearly define: 

Who we would like to test a hypothesis or draw a conclusion about 

What we are checking

Example: Differential gene expression experiment

Who:  mice or people 
What: a treatment with drug X 

or an effect of knockout of a gene - P53

We also need to define HOW – we will get to it a bit later….
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What affects gene expression?

Genetic:  background (breed), sex, age, litter

Environment: heat, light, diet, time of the day, stress

Treatment:
• experimental manipulation that induces disease features
• a therapeutic treatment

Gene expression may vary because of many factors, 
not just because of the factors of interest.

We need to control (keep unchanged if possible) all other factors. 
7



Define your biological question

• You suspect several factors: age, mutant (gene)

• You want to determine which factors, or combinations of factors, 
significantly affect the effectiveness of your treatment (drug X).

Aim of RNA-Seq experiment:

Identify genes whose expression varies between two or more 
experimental settings (conditions). 
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Define your biological question

Our null hypothesis: 
There is no difference between the average read count values of 
the different conditions (Control mice vs. mice treated with drug X)  
for a given gene. 

Example: Differential gene expression experiment

Who:  mice 
What: effect of drug X

The null hypothesis is the statistical equivalent of 
“innocent until proven guilty”
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Biological variability

• Heterogeneity within a group can change by an order of magnitude 

as we go from:

• Cell lines 

• Inbred animals 

• Human subjects 

Genetic uniformity helps to ensure that 
research conducted anywhere in the world 
could be reproduced anywhere else.
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Accumulation of noise - random error

Medium, plate position, 
conditions, etc.

RNA 
Extraction

“Master mixes”
reaction 
pipetation

Quantification

Measurement
variation
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Technical variability



• In studies of humans, there is substantial uncontrolled variation.

• Need to identify a meaningful signal against a background of “noise” 

or

distinguish between variation of interest and variation from other sources 

Variability

Researchers should consider what main source of variability 
they hope to overcome 

when designing experiments and statistical analyses. 
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Differential expression
Differentially Expressed Genes (DEGs)

Input 

Information of gene expression 
levels across multiple conditions at a 
high resolution

Output

Genes that have expression levels 
determined to be significantly
differentially expressed across two 
or more conditions

We need to account for variability 
within experimental groups (conditions)

https://biocorecrg.github.io/CRG_Bioinformatics_for_Biologists/pics/RNAseq_dispersion.png
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Is the difference significant? 

If p value > 0.05, we cannot exclude the possibility that 

the differences observed were just due to chance. 

It is important to recognize that lacking evidence to reject 
the null hypothesis is not the same as accepting the null 
hypothesis—i.e.,

“absence of evidence is not evidence of absence” 
(Altman and Bland, 1995). 

A p-value is a measure of the probability that an observed difference could have occurred just by random chance.

The only conclusion we can make is that we cannot make any conclusions.

https://towardsdatascience.com/a-case-study-of-the-p-value-f0d708861334
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We cannot conclude that there is no effect (or no difference).



The boy who 
cried wolf……

False positive (α)- A test result 
that indicates that a gene is DE 
between conditions when it is 
actually not different.

False negative (β) - A test result 
that indicates that a gene is not 
DE between conditions when it 
actually is different.

DE – Differentially Expressed 15



The power (sensitivity) of an experiment is the 
ability to detect an existing effect.

Power depends on:
• Using appropriate number of samples (sample 

size or replicates)
• Controlling sources of variation
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Adequate Power

https://acmedsci.ac.uk/file-download/38189-56531416e2949.pdf

Sometimes, because of an inadequate sample size  
and consequently low statistical power, 

a difference between the conditions, which you hope 
is biologically important, lacks statistical significance.



Definitions

• Condition – a unique combination of all the factors states (levels)

for example:  age:6 months, drug: 5mg Paracetamol

• Experimental unit – the smallest entity that can receive a treatment
for example:  mouse

• Sampling unit – the smallest entity that will be measured

for example:  spleen

Experimental unit is not always the same as sampling unit.  
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What is my control?

Experimental design, at its simplest, is the art of 
varying one factor at a time while controlling others.

One factor: two or more values

For example:
• Treatment: with / without
• Treatment : without, with 5gr drug, with 10 gr drug
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What is my control?

The most appropriate controls for mutant mouse strains 
can be determined by the breeding scheme used to 
maintain them and their genetic background.
https://www.jax.org/jax-mice-and-services/customer-support/technical-support/breeding-
and-husbandry-support/considerations-for-choosing-controls
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Discoveries in mice may translate poorly into human applications, 
to test novel medicines, 
a more genetically diverse mouse would be needed.

Also, to conclude that a drug is better than a placebo, 
a large number of patients are required because the 
hypothesis is about patients. 



Genotype
(WT/KO)

Treatment Condition

WT No drug WT_noDrug

WT 5 mg drug WT_Drug5

WT 10 mg drug WT_Drug10

KO No drug KO_noDrug

KO 5 mg drug KO_Drug5

KO 10 mg drug KO_Drug10

Define your conditions

Check the effect of mutant & treatment

Effect of genotype:
• WT 
• Knockout of a gene

Effect of drug X (treatment):
• 0 mg 
• 5 mg
• 10 mg

How many conditions do I have?

Multiply the levels of all the factors:
2 x 3 = 6

Factor with 2 levels

Factor with 3 levels
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Remember:
We need to include all the conditions 
we want to compare in one experiment.



Interactions are impossible to estimate from a "one factor at a time" experiment.

Define your conditions

Effect of genotype:
• WT 
• Knockout of a gene

Effect of drug X (treatment):
• 0 mg 
• 5 mg
• 10 mg

Check the effect of mutant & treatment

Example: 
Does raising drug concentration increases 
gene expression?
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Interaction
Define your biological question

An observed difference between two conditions can only be attributed to 
a factor if it is the only factor differing between the two conditions.

We cannot say anything about the difference between
young mice that were treated with a drug 

to older mice that did not receive a treatment

• An interaction occurs when the effect of one factor/ variable is 
affected by the level of a different variable.

• If you believe that there is an interaction between two factors, 
be sure to include both factors in your design. 
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An over-ambitious claim defeats itself

The more factors you have 
the more conditions you need to check.

… more samples!

Define your conditions

By: Petra Korlevi

ה ַפְסתָּ ְמֻרבֶּ ַפְסתָּ , תָּ לֹא תָּ

https://www.eurekalert.org/multimedia/pub/235058.php

Select a manageable number of interventions 

Prioritize your questions 
Start with a pilot experiment

A fundamental rule of science is that all relevant 
data should be reported and subjected to analysis.
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Break



Outline - topics

• Biological question

• Variation

• Conditions

• Independent sampling & replicates

• Pseudo-replication

• Litter

• Cell line

• Batches

• Pooling
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Deciding what a good biological replicate is 
can be challenging 
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Science is knowledge obtained by repeated 
experiment or observation;
If n = 1, it is not science!

Vaux et al., EMBO Rep. 2012 Apr; 13(4): 291–296. doi: 10.1038/embor.2012.36

Annette Elizabeth Allen



Biologist talks to statistician
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Definitions - reminder

• Condition – a unique combination of all the factors states (levels)

for example:  age: 6 months, drug: 5mg Paracetamol

• Experimental unit (EU) – the smallest entity that can receive a treatment
for example:  mouse

• Sampling unit (SU) – the smallest entity that will be measured

for example:  spleen

Experimental unit is not always the same as sampling unit.  

28



Example: EU and SU are different

A total of nine plants are in the experiment, 
three plants in each treatment group.

• Three receive 0.1L/day

• Three receive 0.5L/day 

• Three receive 1L/day 

All six petals are harvested from each flower and
petal length is measured.

https://d3dqsm2futmewz.cloudfront.net/docs/gios/SCENE/Basic%20Statistics.pdfEU - Experimental Unit,   SU - Sampling unit.  29



Pseudo‐Replication

It is tempting to treat each flower petal as a unique sample 

n = 6 x 9 = 54

but the petals are pseudo‐replicates.

EU - Experimental Unit,   SU - Sampling unit.  30

Confusion between EU’s and SU’s can
• artificially inflate sample sizes 
• artificially decrease p‐values.

We actually have 3 conditions and 3 replicates per condition, so we have 9 samples 



Pseudo‐Replication

When we pseudo-replicate, we are making a 
false claim about the amount of replication.

EU - Experimental Unit,   SU - Sampling Unit.  

Pseudo-replication is a biological and experimental design issue, 
not a statistical issue. Data doesn't look pseudo-replicated.
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Remember that when using FACS, image stream, CyTOF or single cells 

to get many observations (measurements - SU) of each biological sample (EU)

the number of cells is not the sample size (number of replicates).

FACS - fluorescence-activated single cell sorting, 
CyTOF - cytometry by time-of-flight mass spectrometry or mass cytometry



The concept of biological replicates seems easy to understand 
when dealing with animals

32



How many biological replicates do I have?

What is my 
Experimental unit?

33



Example: The valproic acid (VPA) model of autism

BMC Neurosci 14, 37 (2013). https://doi.org/10.1186/1471-2202-14-37

VPA is administered to 
pregnant females thereby 
inducing the disease 
phenotype in the offspring. 

With this type of experiment the sample size is the number of litters (the female is the 
experimental unit) and not the total number of offspring (the offspring is a sampling unit).

34

https://doi.org/10.1186/1471-2202-14-37


Litter-to-litter variation in animal models

To control for the litter effect:
• Average animals of each litter
• Randomly select only one animal 

from each litter

A more advanced option is to use a 
nested ANOVA (animals are nested within 

litters) or a mixed-effects model to 
appropriately partition the different 
sources of variation. 

BMC Neurosci 14, 37 (2013). https://doi.org/10.1186/1471-2202-14-37

The only way to 
increase sample size, 
and thus power, is to 
increase the number of 
litters used.

35

https://doi.org/10.1186/1471-2202-14-37


Litter-to-litter variation in animal models

Litter effects are not a minor issue!
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Rodents from the same litter are effectively dizygotic twins;
they are genetically very similar and share prenatal and early postnatal environments.

Standard statistical methods assume that the data come from unrelated individuals.

The assumption of 
independence of observations is violated.

https://doi.org/10.1016/0892-0362(92)90020-B

https://doi.org/10.1016/0892-0362(92)90020-B


https://doi.org/10.1371/journal.pbio.2005282

Recognizable subgroups

Subgroups can be:
litter 
cage
fish tank
plant pot (when more than one plant is in a pot) 
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When your question is not about the effect of 
the subgroup,

You need to check whether the subgroup has 
an effect and take it into account.



One vial - is thawed cells are divided 

Two culture dishes - treatment (red) is 
randomly applied to one of the two dishes 

Six glass slides  - three samples are 
pipetted from each dish onto glass slides,
# of cells counted – one value per slide.

The variability from slide to-slide 
within a condition is only pipetting error

What is the sample size?

What is "n" in cell culture experiments?

Common distinction made between ‘biological’ and ‘technical’ replication is unhelpful.
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Appropriate application of independent sampling

Biological replicates should represent RNA from an independent 
growth of cells/tissue. ENCODE (2011)

To draw a general inference we have to perform the experiment 
on several independent samples 
derived from independent cultures.

39

ENCODE Guidelines and Best Practices for RNA-Seq: (2016):

ENCODE - Encyclopedia of DNA Elements  

https://www.encodeproject.org/documents/cede0cbe-d324-4ce7-ace4-f0c3eddf5972/@@download/attachment/ENCODE%20Best%20Practices%20for%20RNA_v2.pdf



Marginally better, but still not good enough

Cells in two culture dishes from the same stock and processed identically do not 
become fully independent just because a bit of plastic has been placed between them.

Samples are split higher up in the hierarchy,
one might expect some more variability within 
the groups compared to the previous design

What is "n" in cell culture experiments?
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The best that can be done…

The whole procedure is 
repeated 

three separate times. 

It is better to
complete the first 
experiment before 
starting the second. 

What is "n" in cell culture experiments?

41

Observing similar results 
over multiple days or even 

with different cell types 
makes the claim robust.



You should never mix biological (experimental unit) 
and technical replicates (sampling unit)

Average the lower level values, it is NOT appropriate to simply enter all of the 
numbers into a statistics program and run a simple t-test or ANOVA. 

What is "n" in cell culture experiments?
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Single cell experiments

Single-cell RNA-sequencing 
(scRNA-seq) technologies enable 
the measurement of the 
transcriptome of individual cells.

DOI:10.1039/C8LC01239C



Given a fixed number of reads, 
the most power will be achieved if 
these reads are used to sequence 
the highest number of biological 
replicates possible.

44

Front. Plant Sci., 14 February 2018.    https://doi.org/10.3389/fpls.2018.00108

Increase the number of biological replicates
to enhance DE analysis

Note: black border represent a combination with a total 
amount of about 40 M reads.

Increasing the number of biological 
replicates is a more efficient strategy 
than increasing the library sizes, 
to enhance DE analysis.

DE - differential expression



Beware of using too few replicates! 

Uses at least three replicates, try to add one or 2 more replicates per condition.

If n=3, we cannot afford any mistake…

If something goes wrong with one of our mice for instance,

we will end up with n=2 and be in trouble statistic-wise.

Be careful with small sample size!
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In experiments concerning animals/people I would 

consider it unethical to conduct an experiment that 
has no chance of success due to low sample sizes. 

If in doubt, find a local friendly statistician. 
Most institutions have them somewhere.
Dr. Colin Gillespie

https://stats.stackexchange.com/questions/4305/at-least-how-many-times-an-experiment-should-be-replicated
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Be careful with small sample size!  
comments

Researchers try to save money by using small sample sizes. 
However, nobody knows how many experiments were thrown away 
because of insufficient power.
Dr. Ron Rotkopf

https://stats.stackexchange.com/questions/4305/at-least-how-many-times-an-experiment-should-be-replicated


Why is planning an experiment important? 

Avoid problems that can occur during the execution of the experimental plan. 

For example: personnel, equipment availability, funding and the mechanical aspects of 
your system can affect your ability to do the experiment.
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• RNA-Seq library preparation strategies 
influence interpretation and analysis.

You cannot sequence 
what you don’t have!

HOW….             

• The quality of the data defines 
what is feasible. 

rRNA depletion 
Small RNA 
size-selection 

Oligo(dT) mRNA 
enrichment 

DOI: 10.5772/intechopen.69250



HOW….                   RNA-Seq experimental workflow

doi: https://doi.org/10.1371/journal.pcbi.1004393.g002

Save samples and sequence together….
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Batch effects can occur at any stage of your work flow;

• Sample collection and handling 
(RNA extraction, library preparation) 
by different people

• Time between collection to preservation
• Differences in sample prep (even time on ice)
• Kit batch
• And many more… 

Batch effect occurs when non-biological factors in an experiment cause changes in the data produced by the experiment

https://doi.org/10.1371/journal.pcbi.1004393.g002


Best practices regarding batches
50

50Image credit: Hicks SC, et al., bioRxiv (2015)

Design the experiment in a way to avoid batches, if possible.

If unable to avoid batches:

Batch 1

Batch 2

Do NOT confound your 
experiment by batch.

DO split replicates of the 
different conditions 

(sample groups) across batches.

https://www.biorxiv.org/content/early/2015/08/25/025528


If the batch–group design is unbalanced, 

i.e. if the study groups (conditions) are not equally represented in all batches, 

batch effects may also act as a confounder and induce false differences between groups.

Batch effect

The best approach is to ensure a balanced study design from the start, 
to avoid data analysis problems. 

https://doi.org/10.1093/biostatistics/kxv027
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Biostatistics, Volume 17, Issue 1, January 2016, Pages 29–39,

DO include batch information in your experimental metadata. 

https://doi.org/10.1093/biostatistics/kxv027


RNA-Seq analysis aligns randomly sequenced short 
reads to the transcribed regions of each gene and 
produces count data.
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https://genomebiology.biomedcentral.com/articles/10.1186/gb-2010-11-12-220

HOW….                   RNA-Seq analysis

Expression levels tends to be skewed :

• The majority of sequenced reads are from a small 
portion of highly expressed genes, leaving most 
genes with low counts. 

• Transcripts with short lengths also tend to have low 
sequencing counts.

Detection bias for low-expressed or 
short-length transcripts.



March 2017 Trends in Parasitology 33(5) DOI:10.1016/j.pt.2017.01.009

Pooling



https://jlienert.github.io/news.html

Sample pooling is a strategy used for 
community monitoring of infectious diseases

Simple pooling saves substantially only when 
relatively few people are infected.

Combinatorial pooled sequencing which employs pooling 
pattern rather than short DNA barcodes to encode each 
sample.

Combinatorial sample pooling used to assign 
rare DNA variants to known individuals

https://www.fredhutch.org/en/news/spotlight/2013/04/combinatorial-
sample-pooling-assigns-dna-variants-known-individials.html



To pool or not to pool for DEG analyses?

• Reasons to pool:
• Not enough RNA amount

• Not enough money 
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If you must, pool the samples (tissue or cells) before extracting RNA.

DEG - differentially expressed genes

Pooling hides sample variations

....יעלה כמה שיעלה–לחסוך בכל מחיר 

Save at any expense - That will cost as much as it will cost…

• Short answer is NO
You cannot identify potential outliers.
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How to pool?
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How to pool?
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How to pool?

• Remember: each pooled set of samples would count as a single replicate.

• To ensure similar amounts of variation between replicates, you should pool the 
same number of individuals for each pooled set of samples.

• Make sure that the individuals that are pooled in each condition are similar 
in the factors you are not testing (sex, age, etc.)



Common problems / things to avoid

• Experiment
• Too many conditions - prioritize your questions, define less conditions 

• Not enough replicates per condition – use at least 3!

• Missing controls (be especially careful when selecting control of mutants)

• Batches that cannot be corrected 
• All control samples extracted on one day, all treatment samples on another day

• One person extracts samples of one condition, another person extracts samples of 
other condition

• Animals
• Ignoring litter effect

• Ignoring sex, remember - male & female are not the same
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Summary

• Plan your experiment
• Define your objectives (your question and how to achieve them)

• Select conditions and controls

• Select your experimental unit (who receives the treatment)

• Select your sampling unit

• Design how the experiment is to be carried out
• Define replicates

• Determine the order of performance (design batches if needed)

• Try to avoid pooling

• Think on the analysis 
• Before performing the experiment
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https://clipartstation.com/procedure-clipart-5/



NGS data analysis

Bareket 
Dassa

Dena
Leshkowitz
Unit head 

Ester 
Feldmesser

Gil 
Stelzer

Noa
Wigoda

Contact Dena...

Come and consult us before performing your experiment

Ron 
Rotkopf 

Biostatistical analysis
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Animal Research: Reporting of In Vivo Experiments

ARRIVE Essential 10
The basic minimum that must be included in any manuscript

describing animal research

https://arriveguidelines.org/
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Experimental design - web assistance

https://eda.nc3rs.org.uk/
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https://eda.nc3rs.org.uk/experimental-designExplanations:

https://eda.nc3rs.org.uk/
https://eda.nc3rs.org.uk/experimental-design


https://www.bioconductor.org/help/course-
materials/2014/CSAMA2014/5_Friday/lectures/ExpDesign_Anders.pdf

https://www.bioinformatics.babraham.ac.uk/training/Sample_Size_Estimation_and_Experimental_
Design/Sample%20Size%20estimation%20Course%20manual.pdf

Additional reading
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http://www.stats.gla.ac.uk/steps/glossary/hypothesis_testing.html#h0Statistical terminology:

http://www.wormbook.org/chapters/www_statisticalanalysis/statisticalanalysis.html

https://www.bioconductor.org/help/course-materials/2014/CSAMA2014/5_Friday/lectures/ExpDesign_Anders.pdf
https://www.bioinformatics.babraham.ac.uk/training/Sample_Size_Estimation_and_Experimental_Design/Sample%20Size%20estimation%20Course%20manual.pdf
http://www.stats.gla.ac.uk/steps/glossary/hypothesis_testing.html#h0
http://www.wormbook.org/chapters/www_statisticalanalysis/statisticalanalysis.html#sec10

